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[Slide 1] Though a bit behind the technology wave, we psychologists are becoming aware of the promise and challenges of the Internet for Psychological research.  With the Internet we have the potential to contact populations that are difficult or impossible to get into the laboratory; we can administer studies that would cost hundreds or thousands of dollars with male or phone techniques for a fraction of the cost; and, though the representativeness of the Internet has its own issues, we can certainly tap a broader swath of the public than our typical Introductory Psychology student population. 

Measures that utilize response latency as a dependent variable (like semantic priming or stroop tasks) need not be left behind in this transformation into virtual experimentation.  In fact, response latency tasks may reap the greatest benefits in the move toward Internet-based experimentation.  In general, response latency tasks are dependent upon having computers to administer them.  This has meant that sampling is exclusively those participants who can be physically come to the laboratory.  This restriction has made many reaction-time based research enterprises with specific or hard-to-reach subject populations unfeasible, or at least very costly.

Instead of bring the participant to the experiment, the Internet can bring the experiment to the participant.  This dramatic change can make previously unwieldy experimental designs suddenly feasible and very affordable.  And, because the Internet is itself computer-based, response latency tasks can be included as easily as a standard questionnaire.

For my 15 minutes I would like to proved an overview of the implementation and limitations of response latency experimentation on the Internet.  Though implementation of these ideas may seem difficult, the tools that I describe are in the repertoire of almost any professional web programmer and even many undergraduate computer science students.  In the short future we may find that undergraduates are more useful for designing experiments than participating in them.

[Slide 2]  This next slide is a simple diagram of the Internet experimental design that I will describe.  Let me begin with a basic description and definitions so that we share a base level of understanding.

When you startup your Internet browser and enter a line such as www.excite.com to get to the popular search engine, a signal is sent to the large server at Excite in Mountain View, California.  The server interprets that line of text (otherwise known as a URL) as a request for Excite's main page.  Obliging, the server send a packet of information back to your machine, called the client, and your browser software decodes that information and constructs the webpage that you see.  There are two aspects of this interchange that have threatening consequences for response latency research.  First, if the server at Excite is extremely busy, it may take some time to get to your request.  Second, the speed that the information can be transferred to your machine is dependent on the speed of your modem and on the congestion of the Internet.  Response latency tasks must have precise and uninterrupted time measurement, so these potential delays are simply unacceptable.

Fortunately, because timing is important for many applications on the Internet, a solution exists.  An Applet is a small application that can be downloaded easily and invisibly to the client machine.  Applets get around timing problems because they are downloaded and then use the internal clock of the client's machine during execution.  This way, unpredictability in the speed of an Internet connection will not have an impact on performance of the Applet task.  When the Applet finishes executing its task, it sends the information it collected back to the server and the Applet is invisibly removed from the client's computer.  Avoiding the instability of Internet connections makes use of an Applet an effective solution for response latency experimentation on the Internet.  However, there are a few issues in this process that are of particular importance for response latency experimentation.

[Slide 3]  The first issue concerns the running of the Applet on the client machine.  Using an Applet does eliminate problems associated with the speed of an Internet connection, but it doesn't remove all problems associated with timing.  Security concerns have prompted programmers to place certain restrictions on the access Internet programs have to client machines.  When you run a program like Microsoft Word at home it uses all of the fundamental resources your computer has to offer to maximize its functionality.  An Applet does not have this same privileged access.  The major consequence for researchers wanting to run response latency experiments is that timing is less precise.  Applets use the client's internal clock which aids in the handling of particular functions.  For PC's the nominal tick rate of this clock is 18.2 Hz, for Macintoshes it is 60 Hz.  This means that a PC can only record a response time to the nearest 55 millisecond tick and a Macintosh's accuracy is only to the nearest 16 millisecond tick.  For experiments requiring single digit millisecond precision, this window is intolerable.  (There are other solutions for these needs that I will not have time to describe.)  However, for most response latency experiments, especially those with many trials per condition, this level of imprecision is inconsequential.  

The other issues of importance to Internet research concern data handling.

[Slide 4]  Sending information like webpages or Applets from the server to the client is straightforward - it is the primary function of the Internet.  More complicated, is sending information (especially large amounts of information) from the client back to the server.  However, this is critical if we want to find out the results of our experiments.

In a typical response latency task a participant will make anywhere from 30 to 1000 responses.  Let me outline why data transfer of this magnitude is difficult and then describe two possible solutions.

Most websites exist on servers that manage many other website at the same time.  For example, our own lab's website sits on Yale's institutional server where hundreds of other labs, departments, and organizations also maintain websites.  The server has the onerous task of managing millions of requests for information for these websites everyday.  Therefore, security and feasibility constraints typically limit the ability of any one website to accept large volumes of data from outside sources.  Servers are quite unique and can offer a large variety of solutions to this problem.  Here are two…

[Slide 5]  The first solution is relative easy to implement, but provides the researcher with less of the original information.  The URL is the standard way that a client machine communicates with the server.  Each time the client wants to view a new web page it transmits the address of that page.  The server, in turn, sends back the contents of the requested page.  Because the URL is already set up to communicate from the client to the server, many programmers attach additional information to the end of the URL to tag along when the URL is sent back to the server.  When the server receives the URL, a CGI program can parse the information in the URL and store it or use it for generating the next page.  You have probably seen this in action when surfing Amazon.com or flight reservation websites.  They are using the URL to help track your order while you explore their site deciding how much of your money you are going to give them.  For experimenters, this seems like a great solution.  We can just send data from the Applet experiment attached to the end of the URL.  It is a good solution except that the amount of information that can be transferred on a URL is very limited.  It is hard to get many more than 10 or 15 values on the end of a URL.  So, what is gained in simplicity is lost in data recovery.  However, this is not a tragic problem.  The Applet that is design to run the experiment can also de designed to do some of the data analysis.  If the Applet can analyze the data for a participant down to a few critical values, then the URL can be used to transmit just those critical values.

The second solution is more difficult to implement, but will provide the researcher with all of the experimental data.  This solution involves the construction of what is called a Servlet.  Just like an Applet is a mini-application, a Servlet is a mini-server.  In fact, Servlets work within the larger server and can do much of the data management work that is typically the responsibility of the large server.  By constructing a Servlet, it is easier to implement a program that will return large packets of data from the client to the server allowing a researcher to get all of the data from an experiment.

While I do not have time to get into the details of Servlet technology, it suffices to say that the investment of programming energy and expertise is a full order of magnitude higher than the simpler URL approach.

[Slide 6]  In my remaining time, I will describe a working example of response latency research on the Internet developed by my collaborators and I.

In the fall of 1998, Mahzarin Banaji, Anthony Greenwald, and I opened a website designed to demonstrate a new task that measures implicit, or automatic, attitudes and beliefs.  This task, called the implicit association test (or IAT) was developed by Greenwald, McGhee, & Schwartz (JPSP, 1998) and has generated enormous attention in social psychology.  The task has some conceptual similarity to Stroop interference tasks.  In the IAT, associative strength is measured between social objects like African-Americans, the elderly, or mathematics and attributes such as pleasant, unintelligent, or masculine.  As you may have guessed, response latency is used to measure associative strength.  At this website, participants can try any of five demonstration task that measure racial attitudes, age attitudes, and gender stereotypes about science.  

For the demonstration site, we implemented the simpler solution I described earlier.  Participants select the task that they would like to try then an Applet containing the IAT is downloaded to the client machine.  When the participant finishes performing the experiment, the Applet partially analyzes the data and sends 10 critical values back to the server on a URL.  A CGI program on the server parses the URL, send the interpretation of the result to the client, and stores the data in a data file.  The participant sees their result and is able to compare themselves with other who have already participated in that experiment.

In its next generation due out late 1999 or early 2000, we will expand this website to increase its functionality as a fully-operational research site.  The most basic change will be to include Servlet technology to collect all of the participant data. Also, features will be added to simplify the production of new on-line experiments.

[Slide 7]  We have found this website to have many valuable consequences for our laboratory.  With over 300,000 visits to date, the website has done an excellent job of disseminating basic social psychological research to the lay public.  In addition, we have observed that many of our experimental findings in the laboratory with undergraduates have replicated with a much wider subject population.  Finally, we have gathered valuable information of the type of people interested in research on the Internet.  Observe some figures describing the make up of our respondents with the warning that the particular content of our website may be highly influential in attracting these populations.  

We were surprised to observe that the gender of our respondents were quite evenly distributed.  Note that our standard undergraduate population is just 12% of our total sample and that there were more visitors between the ages of 31-50 than between 18-30.  Perhaps it comes as no surprise, but the distribution of ethnicities did not reflect actual population percentages.  The most notable inconsistency was that a tiny 2% of our sample was Hispanic.

[Slide 8]  The Internet has remarkable flexibility to communicate information.  We should take not that the Internet is more than just a toll to administer the surveys, questionnaires, and experiments in the same form that we have been doing in the laboratory.  The Internet will broaden our sample populations and ease experiment administration.  But, more than that, the Internet will revolutionize how we design experiments and profoundly alter the type of information we can collect.  

